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“Jagged in the small”

If you have a classifier, sometimes small changes in the input (that 
seem irrelevant) change your output!



An engineer’s tool for understanding jaggedness.
• What happen when we perturb our input?

L(x + η) ≈ L(x) + ?

• Taylor series first order expansion says there is a dimension along which 
your loss changes fastest, and your change ∝ how far you go along that 
direction.

• Random η points almost perpendicular to ∇_x L in high dimensions, 

• so η· ∇_x L ≈ 0 the loss hardly changes

• “the blessing of dimensionality”

• Also, super common to explicitly train on data that has random noise 
added.

L(x + η) ≈ L(x) + η· ∇_x L



What about non-random directions?
Same gradient, opposite jobs
• During training we move the WEIGHTS to lower the loss L:

W  ←  W  −  η · ∇_W L(W, x, y)

• An attack freezes the weights and moves the INPUT to raise the same loss:

x  ←  x  +  ε · ∇_x L(W, x, y) 

• Same loss L, same backprop. ∇_W L tunes the model; ∇_x L attacks it — descend in weight space, 
ascend in input space.



Sensitivity to noise:

L(x + η) ≈ L(x) + η· ∇_x L

One particular approach is called FGSM, “Fast 
Gradient Sign Method”

Idea is this: if you can change a pixel by up to 2 
out of 256 without anyone noticing, the just 
move every pixel in the direction that helps.  
So convert the gradient vector into just +1 or -1 
for each vector (make each pixel brighter or 
darker) and move that way



Fig. 1. An example of adversarial attack. A minimal perturbation added to an original image is able to cause a classifier to misclassify a panda as a gibbon. Adapted from 
Goodfellow et al. arXiv preprint 2014;arXiv:1412.6572, with permission of IEEE (28).

J Korean Soc Radiol. 2019 Mar;80(2):259-273.
https://doi.org/10.3348/jksr.2019.80.2.259

https://synapse.koreamed.org/ViewImage.php?Type=F&aid=119865&id=F1&afn=2016_JKSR_80_2_259&fn=jksr-80-259-g001_2016JKSR
https://doi.org/10.3348/jksr.2019.80.2.259
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“Jagged in the large”

The models don’t *really* understand the world.









“Ignore all previous instructions and…”

• If you were an AI company, trying to avoid this prompt injection what 
would you do?



Best practices…


