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https://jalammar.github.io/illustrated-word2vec/



next-token prediction, + a lot of engineering

• Underneath ChatGPT, Claude, Gemini: a model that 
predicts the next chunk of text.

• The knowledge, “reasoning” and the helpful (?) personality 
is built on that one operation.

• And, so is everything that makes it hard to trust: confident 
wrong answers, different answers each time…









Step 1.  What 
is a token?
• Going to start with 

what a token was a 
few years ago.

This is a word embedding for the word “king” (GloVe vector trained on Wikipedia):

[ 0.50451 , 0.68607 , -0.59517 , -0.022801, 0.60046 , -0.13498 , -0.08813 , 0.47377 , -0.61798 , -0.31012 , -0.076666, 
1.493 , -0.034189, -0.98173 , 0.68229 , 0.81722 , -0.51874 , -0.31503 , -0.55809 , 0.66421 , 0.1961 , -0.13495 , -
0.11476 , -0.30344 , 0.41177 , -2.223 , -1.0756 , -1.0783 , -0.34354 , 0.33505 , 1.9927 , -0.04234 , -0.64319 , 0.71125 , 
0.49159 , 0.16754 , 0.34344 , -0.25663 , -0.8523 , 0.1661 , 0.40102 , 1.1685 , -1.0137 , -0.21585 , -0.15155 , 0.78321 , 
-0.91241 , -1.6106 , -0.64426 , -0.51042 ]









https://projector.tensorflow.org/



Step 1.  What 
is a token 
now?



In GPT tokenizers, the leading space gets glued onto the front 
of the following word. So strawberry and strawberry are, to the 
tokenizer, two different strings



https://andreban.github.io/temperature-topk-visualizer/



Token prediction based on training on all the internet.

Good:

• A broad, flexible base of knowledge and language.

Bad:
• Frozen: it only knows the web up to its training cutoff.

• Blurry: common facts are sharp; rare ones are half-remembered and confabulated.

• Unattributed: it compressed the web but didn’t keep sources.

• Now, modern tools “Google” to answer your question for you, so they can know new facts, but 
those facts are ”different” in it’s internal representation.





Two different models wear the same face

Base model.  just autocompletes documents. Ask it a question and it 
might reply with more questions.  it's imitating the web, not helping 
you.

Supervised fine-tuning (SFT): trained on example conversations, 
so it plays the role of “helpful assistant.

+ RLHF humans rank answers; a reward model turns those rankings 
into a signal the model optimizes. 



RLHF to make the helpful assistant is at the end

• “Helpful assistant” is a transformation base model's raw 
tendencies.

• Jailbreaks and Prompt Injections are untrusted text that 
the model treats as instructions

• So “safety” lives largely in a fine-tuning layer, not in the 
model's understanding.



Now it’s even worse!

• Instead of answering immediately, the model writes a 
private chain of thought, then answers.

• Trained with reinforcement learning on problems that can 
be auto-graded (math, code) “verifiable rewards.”

• It gets rewarded for reaching the right answer, and 
discovers that thinking longer helps.

• This is the o1 / DeepSeek-R1 shift — the biggest recent 
change.



“try harder”
Accuracy depends on training or testing compute time.
• Old news: a bigger 

model (more training 
compute). New lever: let 
it think longer at answer 
time (test-time compute).

• Accuracy climbs with 
BOTH — the right-hand 
curve is the new idea.



It taught itself to think longer — nobody told it to

• During RL training, DeepSeek-R1's answers grew steadily longer on their own.

• “Thinking more” wasn't programmed; it was rewarded, so it emerged.

DeepSeek-R1: average response length grows over RL training steps.


