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One geometry under everything

• Images and text are embedded into one shared space (CLIP space).
• Classify, search, and generate are all “measure distance in that space.”
• Every capability lives in that geometry — and so does every way trust breaks.
• We will teach the geometry once, then return to it five times, each time darker.





Correction:  Original CLIP trained on ~400M pairs (WIT-400M). “5B” is LAION-5B, the open reproduction — not the original model.















Module 2 — Can you trust it?

• The turning point: “Will CLIP Zero-Shot?” — your work with Xiaotong Liu, Kevin 
Robbins, Yu Wu.

• The mechanics half ended on “…but are they good?” This module is the answer.
• The trust question: how do you know a zero-shot classifier works before you have any labeled 

data?

















Module 3 — Bias is geometry

• Same space, same operations — now the neighbors are people.
• Every capability from Modules 1–2 has a harm twin in the same geometry.













2021: the apple that read “iPod”

• Tape a handwritten “iPod” label on an apple, and original CLIP calls it an iPod.

• The model reads text in the image and lets it override the pixels.

• The early lesson: “recognition” is not understanding.
• Screenshot to add: Goh et al., “Multimodal Neurons” (Distill, 2021) — the labeled-apple figure. 

https://distill.pub/2021/multimodal-neurons/



2026: the same trick now hijacks agents

• It didn't get fixed — it graduated into visual / typographic prompt injection.

• Instructions hidden in an image that a VLM-driven agent then obeys.

• ~64% attack success under stealth constraints vs. GPT-4V, Claude 3, Gemini, LLaVA (2026).
• Treated in the literature as a systemic property of multimodal alignment, not a patchable bug.

• Screenshot to add: CSA image-prompt-injection note (2026). 
https://labs.cloudsecurityalliance.org/research/csa-research-note-image-prompt-injection-multimodal-
llm-2026/



This is the lethal trifecta, arriving through a camera

• Same trust-boundary problem as your agentic lectures: untrusted input the model treats as instructions.

• Now it rides in on a physical sign, package, or screen in a camera-equipped agent's field of view.

• Demonstrated against driving assistants (January 2026).
• Screenshot to add: Physical Prompt Injection Attacks on LVLMs, arXiv 2601.17383 — a physical-sign 

example.



Correction:  Pixel-space gradient descent = CLIP-guided generation (VQGAN+CLIP lineage). DALL·E 2 is unCLIP: a diffusion prior + diffusion 
decoder.











And now it's the law

• The EU AI Act's transparency rules took effect 2 August 2026.

• AI-generated or manipulated content, including deepfakes, must be disclosed.

• Generative outputs must be marked in a machine-readable way.

• Connects image generation to a dated, checkable governance fact — and back to your Lecture One EU 
AI Act slide.



In-class exercise

In small groups, take one prompt (from the CLIP / unCLIP reading questions):

• Noisy web data & bias: how do we keep the model from just absorbing the web's biases?

• Negation & compositionality: “a photo of a car that is not red” — why is this hard?

• Prompt sensitivity: how much does wording change zero-shot accuracy, and can we systematize it?

• Safety, bias & provenance: how do CLIP's biases propagate through generation, and what safeguards 
are realistic?



One geometry, all of it

• The same embedding gave us zero-shot classifiers, semantic search, and image generation 
—

• and gave us biased retrieval, injectable agents, and undetectable fakes.
• Trusting a VLM means reasoning about that geometry, not the demo.


